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Abstract— The measurements produced by many sensing
systems — such as GPS or IMU — are corrupted by coloured
noises which can have significant time correlations. However,
approximating these as white noises can significantly degrade
the performance of an estimator. To overcome these difficulties,
pre-whitening filters can be used. However, because of the
number of sensors and complexities of the models, the number
of states associated with these pre-whitening filters can become
extremely large.

In this paper, we consider how coloured noise models can
be efficiently incorporated within graph-based formulations of
filtering and estimation problems. We exploit the observation
that a pose graph, unlike a conventional filtering algorithm,
permits a high degree of flexibility in the temporal ordering and
update rates of individual states. We show that implementing
multi-rate filters is a special case of marginalising vertices in
a graph. Exploiting the linear nature of many pre-whitening
filters, we develop a closed form solution for the marginalisation
scheme, and develop a covariance consistent approximation. We
demonstrate the results in simulated examples.

I. INTRODUCTION

A common assumption in filtering and estimation prob-
lems is that all the noises are zero mean and uncorrelated.
However, these assumptions are rarely true in practice and
the observations of many sensors are corrupted by coloured
noises. The measurements from a GPS receiver, for exam-
ple, are contaminated by ionospheric delays, clock biases,
and multi-path delays [1]. Similarly, the biases in inertial
measurement units can change over time because of changes
in temperature [2]. Failure to account for these correlations
can lead to a significant degradation in filter performance [3].

In principle, the effects of many of these noises can be
accounted for through the use of shaping filters [4]. Given
a characterisation of the noise properties of the sensor, a
linear system can be constructed. This system is driven by
white noise and is designed to match certain characteristics
— such as the autocorrelation function — of the coloured
noise. However, the number of states associated with these
shaping filters can become extremely large. For example,
we are working with an aerial platform equipped with a
GPS and an IMU. The state of the platform is modelled by
nine states (three position, three velocity, three orientation).
The GPS noise model introduces an extra six states (second
order noise models in each direction). The IMU noise models
introduce a further thirty six states (four states per channel
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(a) Quadrotor UAV. (b) Discarded clothing.

Fig. 1. Some of the features that can be found in wilderness environments.
Missing people can leave evidence (socks) and their movement can be
constrained by existing paths.

for triaxial gyros, accelerometers and magnetometers). As
a result, almost four times as many states are required to
describe the models of the sensor noises than are required
to describe the state of the platform itself. Maintaining and
updating such a large number of states has a significant
impact on the computational costs of a system.

In this paper, we consider how such large state space
models can be efficiently implemented within pose graph-
formulations of estimation algorithms. We exploit the ob-
servation that a pose graph, unlike a conventional filtering
algorithm, permits a high degree of flexibility in the temporal
ordering and update rates of individual states.

The structure of this paper is as follows. The problem
statement is outlined in Section II and in Section III we
introduce pose graphs. In Section IV we argue that a multi-
rate filter can be viewed as a special case of marginalising
out vertices. from the pose graph. Exploiting the linear nature
of shaping filters, we develop a closed form solution for the
marginalisation scheme. The performance of the scheme is
examined in Section V for the case of a simple illustrative
example. The summary and conclusions are presented in
Section VI.

II. PROBLEM STATEMENT

A. System Description

We consider the problem that a small, agile quadrotor
UAV, of the kind shown in Fig. 1(a), is tasked to assist a
Wilderness Search and Rescue (WiSAR) mission through the
detection, classification and localisation of evidence [5]. This
evidence can be in the form of discarded items, such as the
sock shown in Fig. 1(b), or through updated classification
of the terrain to reveal paths and obstructions. Through the
use of agent-based models of missing person movement, this
information can be used to constrain the probability both
directly and indirectly aid the search process [6]. In this
paper, we consider the problem of localising the evidence.
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In theory this is very similar to the problem of Si-
multaneous Localisation and Mapping (SLAM). However,
there two important issues to consider. First, because of the
physical constraints of the platform, it can only use low
cost and lightweight sensing systems. These sensing systems
are characterised by significant biases and time correlated
noises. Second, most SLAM systems obtain a high degree
of accuracy through the availability of large numbers of
features. However, in our system we only localise evidence
of potential tactical importance. As a result, there will be
relatively few landmarks available and, for much of the time,
inertial sensor data must be integrated directly.

B. Noise Characteristics of the Sensing Systems

When the measurement noises are zero-mean and un-
correlated, the state of the system can be estimated with
conventional estimation algorithms such as a Kalman filter
or a pose graph. However, the outputs from many sensing
systems do not satisfy these assumptions. In particular, it is
well-known that both IMU and GPS sensors can produce
significant time correlations [1], [2]. Suppose zmt is the
measurement from a single channel from a sensor, the
general model is of the form

zmt = zt + yt + wt, (1)

where zt is the actual value of the underlying quantity of
interest, yt is the coloured noise component and wt is the
white noise component.

In principle, the effects of yt can be accounted for
through the use of shaping filters. These augment the state
space with extra states which produce a wideband stationary
approximation of the coloured noise signal [4]. Assuming
that the PSD of yt can be written as a rational function of
frequency, a wideband approximation can be achieved using
the linear model

bt+1 = Fbbt + Gbvt,

yt = Hbbt.
(2)

where bt is the state of the shaping filter and models the
biases in measurement at time t, Fb is the discrete time
process model, vt is the process noise (which is zero mean
and independent with covariance Qb) and Hb maps the bias
state to the term in (1). The simplest models assume that the
coloured noise is simply a bias which evolves as a Brownian
process [7]. This introduces a single bias state per channel.
However, the variance of the bias state is unbounded and
this has the potential to lead to observability problems. To
overcome these difficulties, various other models have been
proposed. These include one [8]-, two [9]- and four [10]-
dimensional Gauss-Markov models.

Because each sensing channel has its own noise character-
istics, each channel has its own coloured noise model. As a
result, the dimension of the state space scales with the num-
ber of channels and can impose a significant computational
burden on a system. For example, we use Nebot’s second
order model [9] to model the GPS errors and Han’s fourth
order model [10] to model the IMU errors. As a result, the
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Fig. 2. The structure of the factor graph for a recursive estimation problem.
The vertices xi, xj and xk store state estimates. The edges specify error
functions whose values are computed from measurements. From [11].

original 9-dimensional UAV platform state has been replaced
by a 51-dimensional one.

Many of the computational issues with these models arise
from the need to predict and update the shaping filter states
for each time step or sensor observation. This is despite the
fact that, in many cases, the time constants associated with
the bias states can be extremely long and so the values only
change relatively slowly. Therefore, one way to reduce the
computational load associated with large state vectors is to
update the shaping filter states relatively infrequently. For a
conventional filter, this could be achieved through the use
of Schmidt Kalman Filters to selectively update states at
different timesteps. However, a potentially more fine-grained
approach can be achieved through the use of pose graphs.

III. POSE GRAPH FORMULATIONS OF RECURSIVE
ESTIMATION PROBLEMS

Pose graphs are a general means of formulating the
weighted, batch least squares estimation problem. Using the
g2o formalism developed by Kümmerle [11], the system is
modelled as the hypergraph G illustrated in Fig. 2. Each
vertex contains a set of state variables to be estimated,
and each edge encodes constraints (which can arise through
measurements, odometry, or by other means) which link the
states together. The constraints are encoded in the form of an
error function with an associated information matrix which
quantifies the expected magnitude of the error. Because a
hypergraph is used, a single edge can connect to an arbitrary
number of vertices.. This formulation can be used to express
both process and observation models.

For example, consider a pair of vertices, xi and xj , which
correspond to the state of the system at two successive times
ti and tj and let zj be the observation at time tj . The process
model is of the form

xj = f [xi,ui] + vi, (3)

where ui is the control input and vi is the process noise with
covariance Qi. This can be encoded as a binary edge. The
measurement is zij = ui, the error function is

eij(xi,xj ,ui) = xj − f [xi,ui] (4)

and the information matrix is Ωij = Q−1i .
Similarly, an observation equation of the form

zj = h [xj ] + wj , (5)

where wj is the observation noise with covariance Rj , can
be encoded as a unary edge with the measurement zj and
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the error function

ej(xj , zj) = zj − h [xj ] . (6)

The information matrix in this case is Ωj = R−1j .
Let Z be the set of all measurement information, X be the

set of all vertex states and E the set of all errors computed
over all edges. The maximum likelihood estimate is given
by

X∗|Z = arg max
X

p(E|X,Z). (7)

For simplicity of presentation, we consider the case in
which all edges are binary. For more general graph structures,
the only change is that the pattern of arguments to the error
function can differ.

Assuming the error on each edge is conditionally indepen-
dent of the error on all other edges,

p(E|X,Z) =
∏
〈i,j〉∈G

p(eij |xi,xj , zij). (8)

Finally, assuming that the likelihoods are Gaussian1, it can
be shown that minimising the negative log likelihood of (8)
is equivalent to

X∗|Z = arg min
x

F(E,X,Z). (9)

where

F (E,X,Z) =
∑
〈i,j〉∈G

e (xi,xj , zij)
>

Ωije (xi,xj , zij).

(10)
Adopting the terminology from filtering, we define the

graph to be covariance consistent if, for each edge,

E
[
e (xi,xj , zij) e (xi,xj , zij)

> | xi,xj

]
� Ω−1ij , (11)

where � means that the difference between the right hand
side and the left hand side is a positive semidefinite matrix.

Although pose graphs have many advantages, for the
purpose of this paper, we are particularly interested in the
flexibility that this formulation affords. The optimisation
problem specified in (11) does not, for example require that
all state estimates are related to values specified at fixed
intervals in time. As a result, they can be used to incorporate
a wide range of information which might — or might not —
be temporal in nature and can have different sampling rates.

IV. MULTI-RATE ESTIMATION WITH POSE GRAPHS

A pose graph offers a natural way to perform multi-rate
estimation. The basic idea is illustrated in Fig. 3 which
illustrates the case for a system composed of only two classes
of vertices. The first set are states whose values change
“quickly” and thus need to be estimated on a regular basis.
The values of the second set change “slowly” and can be
estimated less frequently. Because each class of vertex has its

1As with the derivation of the Kalman filter, the assumption of Gaus-
sianity is not required and graphs can be justified from the perspective
of least squares estimation algorithms. However, we adopt a probabilistic
interpretation here because it simplifies the the decomposition arguments
which are used later.
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(a) The bias vertices are laid down at the same rate as the
state.

b

j xk
e ija e jkb e klc

b

x

(b) Multi-rate sampling through marginalisation replaces
multiple bias vertices. with a single hyperedge which cor-
relates the states of several vertices. together.

b

j xk
e ija e jkb e klc

b

x

(c) The sparse marginalisation scheme approximates the
hyperedge with a set of separate edges which ensure a sparse
structure.

Fig. 3. The original, marginalised and sparsely marginalised graph
structures. Although the dense and sparse schemes superficially appear to
be similar, the use of a single hyperedge which connects multiple edges has
very different characteristics from multiple doubly-connected edges.

own state vector and updates at its own rate, we use different
state vectors and time step notations for each. The fast vertex
xi encodes the state of the platform at time txi . The slow
vertex ba encodes the bias states at time tba .

We assume that the bias state acts as an additive term on
the control input. Therefore,

xj = f
[
xi,ui + Hbbi

]
+ vi. (12)

The corresponding error function is

eija(xi,xj ,ba,ui) = xj − f
[
xi,ui + Hbbi

]
. (13)

We assume that the process model for a bias state is
described by its shaping filter noise model (3). Therefore,
the error function is

eab = bb − Fbba. (14)

We consider three schemes illustrated in Fig. 3: the full
rate scheme, the dense multi-rate marginalisation scheme,
and the sparse multi-rate marginalisation scheme. We derive
our algorithms over only three time steps for only two classes
of vertices and one class of edges. However, the approach
readily generalises to an arbitrary number of vertex classes
over an arbitrary number of timesteps.
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A. Full Rate Scheme

First consider the situation illustrated in Fig. 3(a). Both
the fast and slow vertices are inserted into the graph with the
same temporal period. Using the conditional independence
assumptions from (9), the joint probability of the error
computed on all the edges is

p(eija, ejkb, eklc, eab, ebc|xi,xj ,xk,xl,ba,bb,bc)

= p(eija|xi,xj ,ba)p(ejkb|xj ,xk,bb)p(eklc|xk,xl,bc)

×p(eab|ba,bb)p(ebc|bb,bc). (15)

Therefore, the cost function to be minimised is the quantity

F (E,X,Z) = eijaΩijae
>
ija + ejkbΩjkbe

>
jkb + eklcΩklce

>
klc

+ eabΩabe
>
ab + ebcΩbce

>
bc. (16)

For a scenario consisting of N steps, the graph consists
of 2N vertices. (N for the platform states, N for the bias
states) and 2N − 2 edges (N − 1 for the temporal evolution
of the fast state, and N −1 for the temporal evolution fo the
slow state).

B. Dense Multi-Rate Marginalisation Scheme

We wish to reduce the rate at which the coloured noise
vertices. need to be maintained within the graph. This is
equivalent to eliminating some of the bias states. Suppose
we eliminate bb and bc. As a result, we seek to compute the
joint probability of

Pijkla = p(eija, ejka, ekla|xi,xj ,xk,xl,ba), (17)

which eliminates the dependencies on bb and bc. We achieve
this by replacing the error equations for the platform state
prediction by those which use the predicted value of the
bias2. Substituting from (3), the error functions are

eija = xj − f
[
xi,ui + Hbbi

]
,

ejka = xk − f
[
xj ,uj + HbFb

ijbi

]
,

ekla = xl − f
[
xk,ul + HbFb

ikbi

]
.

(18)

where Fb
ij is the cumulative transformation matrix, given by

integrating (1) from time step ti to time step tj . Because of
the presence of common process noise in the time evolution
of the bias state, these errors are not independent of one
another, conditioned on the values of the vertices in (18).
Therefore, the error function to be minimised is

F (E,X,Z) = eijklaΩijklae
>
ijkla, (19)

where
eijkla =

[
e>ija e>jka e>kla

]>
(20)

2This is equivalent to marginalising out bb and bc according to the
expression

Pijkla = p(eija|xi,xj ,ba)

∫ [
p(ejkb|xj ,xk,bb)p(eba|ba,bb)

×
∫

p(eklc|xk,xl,bc)p(ebc|bb,bc)dbc

]
dbb.

.

and
Ω−1ijkla = Rijkl + Pijkla. (21)

For simplicity we present the linearised forms of these
equations.

The first term, Rijkl, captures the independent measure-
ment errors in ui, uj and uk. If ∇ufi is the Jacobian of
f [·, ·] computed with respect to xi and ui, it is of the form

Rijkl =

∇ufi Rb
i∇

T
ufi 0 0

0 ∇ufj Rb
j∇

T
ufj 0

0 0 ∇ufk Rb
k∇

T
ufk

 .
(22)

The second term is a function of common process noise
across all vertices and is of the form

Pijkla =

Pija,ija Pija,jka Pija,kla

Pjka,ija Pjka,jka Pjka,kla

Pkla,ija Pkla,jka Pkla,kla

 . (23)

Defining the term Hb
i = ∇ufi Hb, the values of the terms

in Pijkla are

Pija,ija = Hb
iQ

b
i (H

b
i )
> (24)

Pija,jka = Hb
iQ

b
i (F

b
ij)
>(Hb

j)
> (25)

Pija,kla = Hb
iQ

b
i (F

b
ik)>(Hb

k)> (26)

Pjka,jka = Hb
j(F

b
ijQ

b
i (F

b
ij)
> + Qb

j)(H
b
i )
> (27)

Pjka,kla = Hb
j(F

b
ijQ

b
i (F

b
ik)> + Qb

j(F
b
jk)>)(Hb

k)> (28)

Pkla,jkla = Hb
k(Fb

ikQb
i (F

b
ik)> + Fb

jkQb
j(F

b
jk)>

+ Qb
k)(Hb

k)> (29)

In general, this matrix is non-diagional. Therefore, Ω−1ijkla

is non-diagonal and so (20) cannot be decomposed into a sum
of terms of the form in (17). Rather, it must be represented
as the single compound edge illustrated in Fig. 3(b).

platform state vertices. for each bias vertex. Using the
notation that bmc rounds the scalar m down to the nearest
integer, the number of vertices in this graph is reduced to
N + bN/hc. Furthermore, the number of edges has been
reduced to N+bN/hc−2. However, each edge now contains
h links.

C. Sparse Multi-Rate Marginalisation Scheme

The dense marginalised solution reduces the number of
vertices, but at the cost of losing sparsity which can cause
the overall computational cost of the solution to increase. In
this subsection, we propose a sparse approximation which re-
duces the computational costs further. In particular, suppose
that Pijkla is replaced by a block diagonal matrix P̂ijkla,
where

P̂ijkla =

P̂ija,ija 0 0

0 P̂jka,jka 0

0 0 P̂kla,kla

 (30)

and
Pijkla � P̂ijkla. (31)

Substituting into (22), the approximate information matrix is

Ω̂ijkla = Rijkl + P̂ijkla. (32)
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This is guaranteed to lead to a covariance consistent graph,
as per (12). Furthermore, it has the block diagonal form

Ω̂ijkla =

Ω̂ija,ija 0 0

0 Ω̂jka,jka 0

0 0 Ω̂kla,kla

 . (33)

Substituting this in (20), the cost function simplifies to

F (E,X,Z) = eijklaΩijklae
>
ijkla

≈ eijaΩ̂ijae
>
ija + ejkaΩ̂jkae

>
jka + eklaΩ̂klae

>
kla.
(34)

This is equivalent to developing a graph of the form shown
in Fig. 3(c). The number of vertices and edges are the same
as in the dense case, but the internal structure is simplified.

To achieve this, it is necessary to find the covariance
consistent approximation to P̂ijkla. Vial has considered
the problem of imposing arbitrary sparseness structures on
information matrices [12]. Although this method is extremely
general, the computational costs in computing the sparseness
structure can be very high. Here we propose an approx-
imation scheme based on the Covariance Addition (CA)
algorithm which exploits the structure of the underlying
system equations [13].

Theorem 1: A covariance consistent approximation to
Pijkla is

P̂ijkla =

3Pija,ija 0 0
0 3Pjka,jka 0
0 0 3Pkla,kla

 . (35)

Proof: See [13] for details.
Remark 1: Although the above theorem was only pre-

sented for the three time step case, it readily extends to
an arbitrary number of vertices and edges which can be of
different types.

In this scheme, there are N − 2 edges associated with the
platform dynamics, and N + bN/hc − 1 edges associated
with the biases.

V. ILLUSTRATIVE EXAMPLE

In this section, we illustrate the performance of the multi-
rate estimation scheme in a simple one-dimensional example.

A. System Description

The state x has the form

x =
(
x ẋ

)>
, (36)

where x is the quantity of interest. It evolves according to
the process model

xk+1 = Fxk + vx
k (37)

where
F =

[
1 ∆T
0 1

]
(38)

and vx
k is the usual Gaussian-zero mean distributed noise

term with covariance

Qx
k =

[
∆T 3/3 ∆T 2/2
∆T 2/2 DT

]
qxk , (39)

where ∆T = 10−2 and qxk = 1.
The state is measured by two sensors — a regular, but

biased, rate sensor and a less frequent but unbiased absolute
value sensor.

The absolute sensor measures zxk , where

zxk = xk + wx
k , (40)

where wx
k is Gaussian, zero mean and uncorrelated with

variance rxk = 1. The period between observations is 50
timesteps, or 0.5s.

The biased rate sensor measures zẋk , where

zẋk = ẋk + bk + wẋ
k , (41)

where wẋ
k is Gaussian with variance rẋk = 0.25.

The bias evolves according to a correlated noise model.
The state of the bias model is

bk =
(
bk ḃk

)>
. (42)

The continuous time model for this is

ḃt = Fb
tbt + vb̈

t , (43)

where
Fb

t =

[
−α 1
0 −β

]
(44)

with α = 0.6, β = 0.05. The process noise, vb̈
t , is sampled

from a Gaussian. The covariance for the continuous time
model is

Qb
t =

[
0 0
0 2βσ2

b

]
, (45)

where σ2
b = 10−2.

The discrete time model is found by integrating the
continuous time models. It is important to note that, because
we are cascading predictions of models together over time,
the “impulse” process noise model (in which the noise is
sampled at the start of the integration step and is assumed
held constant for the prediction interval) is not sufficient.
Because the noise models are linear and time invariant, we
used van Loan’s algorithm [14] to compute Fb

k and Qb
k,

leading to the discrete time model

bk+1 = Fb
kbk + vb̈

k, (46)

where vb̈
k is Gaussian distributed with covariance Qb

k.
An example of the time history of the state and the bias

is shown in Fig. 4. These show that the bias states have a
substantial, but lower frequency, bias variance property

B. Results

We implemented the algorithm using the g2o framework
using the sparse CHOLMOD solver. Each test involved N =
10, 000 timesteps, which corresponds to 100s of simulation
time. Three cases were considered:

1) The dense full rate filter in which a bias vertex is
created for each platform vertex.

2) The dense multi-rate marginalisation scheme with a
rate of h platform vertices. per bias vertex.
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(a) Time history of the system.

0 1 2 3 4 5 6 7 8 9 10
−0.2

−0.15

−0.1

−0.05

0

0.05

0.1

0.15

 

 

b

bdot

(b) Time history of the biases.

Fig. 4. Time history of x and b for one run.

3) The sparse multi-rate marginalisation scheme with a
rate of h platform vertices. per bias vertex.

100 Monte Carlo runs were performed for each algorithm
for each condition. Three metrics were used to assess the
performance of the different algorithms. First, the speed to
compute a solution was computed. Second, the consistency
of the estimate was computed using the normalised estima-
tion error squared (NEES). Finally, we studied the steady-
state mean squared error in the solution. It should be noted
that, for both the dense and sparse multi-rate schemes, the
solution for h = 1 is the globally optimal solution in which
the bias vertices. are updated at the same rate as the platform
vertex.

Figure 5 plots the results from the different algorithms for
choices of h = [1, 2, . . . , 50]. The graphs show that both the
dense and sparse schemes are consistent and their average
covariances slowly increase as h increases. The graphs also
show that the covariance for the dense solution, which is the
optimal marginalised solution, is slightly smaller than that of
the sparse solution. The reason why the covariance changes
by only a small amount with h is because the nature of the
system is such that the process noise injected into the bias
state is small because the state value only changes slowly
over time.

Although the dense and sparse algorithms perform simi-
larly with respect to consistency and covariance values, they
perform very differently with respect to timing. Whereas the
sparse scheme shows an initial rapid decrease to h = 5,
increases slightly, and then asymptotically decreases, the
dense scheme after an initial decline increases almost linearly
and rapidly becomes slower than the full rate solution, even
though it possesses fewer vertices and edges. The reason
for this result is that the computational cost of solving a
large number of small but sparse problems is much less than
solving a small number of large problems.

The results also reveal two other implementation-related
details. First, because the dimension of the edge is a function
of h and h might not be known in advance, the dense
scheme had to use variable-dimensioned vectors and ma-
trices, whereas the sparse scheme could use structures of
fixed, known size. As a result, even for h = 1 (in which
the two schemes should have the same performance), the
dense scheme takes almost three times as long to compute.
Second, at h = 29, a discontinuity in the timing for the dense
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(b) Consistency results.
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(c) Timing results for both schemes.
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(d) Timing results for the sparse
scheme.

Fig. 5. Covariance, consistency and timing results for both schemes. In
both cases, the x-axis is the step size h. The timing graph is the average
time required to estimate 100s of data. The consistency graph is the average
NEES computed for state estimates.

scheme is observed. We speculate this is due to a change in
strategies used by the numerical algorithms. However, the
fact that there is a drop in the timing suggests that there is
scope to improve the tuning of these algorithms.

In summary, the illustrative example in this section has
shown that the sparse scheme can yield performance close
to the dense scheme but with a fraction of the comptuational
costs.

VI. SUMMARY AND CONCLUSIONS

In this paper, we have considered how pose graphs can be
used to support multi-rate estimation. We have shown that
it is possible to decompose a system into “fast” and “slow”
states and we have developed a sparse marginalisation algo-
rithm. The results show that it yields a covariance consistent
estimate with a substantial reduction in computational cost.

Future work will be to embed this algorithm within a
full UAV-based SLAM system, in which detailed GPS and
MEMS IMU models will be used.
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